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Abstract. In this work we propose a novel Boolean lookup-table evalu-
ation methodology over binary CKKS when circuit XORs are kept lazy,
i.e., evaluated as additions whose least significant bits remain correct.
Our method represents a LUT in the Walsh basis, forms the required
parity sums by lazy CKKS additions, and packs them into ciphertext
slots. We then use CKKS binary bootstrapping as a refresh step: the StC
stage maps the packed lazy parities to MSB-encoded bits, removing the
overflow; CtS places the parity values in slots; and EvalModfBinBoot cleans
the binary noise, leaving clean parities in the slot domain. The LUT is
then evaluated by recombining these parities with plaintext Walsh co-
efficients. This decouples the LUT size from the multiplicative depth
of the surrounding circuit: large LUTs can be handled by cleaning se-
lected factored parity signs and spending only a small constant depth in
recombination. We apply this framework to AES-CTR transciphering.
The AES S-box is evaluated with a nibble-split Walsh decomposition,
which supports more AES blocks at the cost of one additional multipli-
cation depth. The AES state remains in full complex CKKS packing so
real and imaginary lanes carry independent AES blocks. In our experi-
ments, the Walsh S-box AES-CTR algorithm is 3.25× faster than sparse
AESXBoot15 and 1.46× faster than sparse AESXBoot14 at the same
1024-block batch size.

Keywords: Homomorphic Encryption · CKKS · AES Transciphering.

1 Introduction

Fully homomorphic encryption (FHE) allows a server to compute on encrypted
data without seeing the plaintext [29]. This abstraction has moved beyond theory
into public deployments and tooling: Microsoft Edge’s Password Monitor uses
homomorphic encryption in a private set-intersection protocol, Apple describes
production use of homomorphic encryption for private lookups and Enhanced
Visual Search in Photos, and HEIR provides an open compiler infrastructure for
FHE programs [5, 7, 35].

The main cost is that native FHE ciphertexts are large and expensive for
clients to create. Homomorphic transciphering, also called hybrid homomorphic
encryption, addresses this bottleneck. The client encrypts data with a compact



symmetric cipher, such as AES [27], and sends the symmetric ciphertexts to-
gether with an FHE encryption of the symmetric key. The server then homo-
morphically evaluates the decryption circuit and obtains FHE ciphertexts that
encrypt the original data, ready for the rest of the encrypted computation.

This hybrid approach reduces communication bandwidth and client-side work
and has become an active research area [37]. One line of work homomorphically
evaluates existing or standardized ciphers, including AES [12, 38, 41] and As-
con [23,28,40]. Another line designs new ciphers around the target FHE scheme,
such as FRAST [19] for TFHE [18]. We focus on AES-CTR because AES is stan-
dardized, widely deployed, and has decades of cryptanalytic study. The challenge
is that AES was not designed for homomorphic evaluation: each round contains
many XORs and a nonlinear S-box.

CKKS is an FHE scheme that supports approximate arithmetic over packed
real or complex slots [17]. In CKKS-AES, Boolean operations must therefore
be represented inside an arithmetic scheme. Prior systems make different trade-
offs: they pack many AES blocks across the slot space, evaluate the S-box with
lookup-table or functional-bootstrapping techniques, and either spend multi-
plicative depth for XOR or do lazy XOR using CKKS additions followed by
binary bootstrapping to remove the accumulated overflow [1,9, 20,33,36].

In this work, we take a different approach. Prior CKKS-AES systems either
evaluate the AES S-box separately from the binary cleanup step [1,9,33,36], or
use functional-bootstrapping-style LUT evaluation, which can be powerful but
is expensive and requires high depth and a large ring dimension [20]. Our con-
struction moves the binary cleanup into the Walsh representation of the S-box:
the bootstrap refreshes the packed parity information needed for the Walsh ex-
pansion, and the S-box is then recovered by plaintext-coefficient recombination.

The key idea is to evaluate LUTs in the Walsh basis on lazy CKKS bits.
We first form the parity information required by the Walsh representation us-
ing lazy additions. These parities are packed into one ciphertext, cleaned and
refreshed together by CKKS binary bootstrapping, and then converted into the
signs needed for Walsh recombination. Since a Walsh expansion writes a Boolean
lookup table as a linear combination of parity characters, cleaning the required
parity signs is enough to recover the LUT output.

Prior CKKS-AES designs also typically treat the imaginary lane as unavail-
able, move parts of the circuit to real-only packing [36], or convert between the
standard CKKS ring and the conjugate-invariant CKKS ring (CI-CKKS) [9,32].
In contrast, our design keeps the computation in full complex CKKS ciphertexts
and uses the real and imaginary components as independent AES lanes.

To improve the latency/throughput tradeoff, we use a nibble-split Walsh
decomposition. Instead of cleaning every full-byte Walsh character directly, we
clean only the low- and high-nibble parity information and spend one additional
multiplication depth to finish the recombination. This supports many more AES
blocks per packed cleanup step while targeting moderate batch sizes rather than
only maximum full-slot throughput. Our contributions are as follows:
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– We formulate a Walsh-basis method for evaluating general Boolean LUTs
on lazy-XOR CKKS circuits. The method forms the required parity sums
by CKKS additions, extracts the corresponding parity signs through binary
bootstrapping, and then recovers the LUT output by plaintext-coefficient
Walsh recombination.

– We evaluate Boolean LUTs on lazy-XOR circuits using a Walsh–Hadamard
decomposition, instantiating it as an exact 4 + 4 nibble-split decomposition
of the AES S-box. It requires only 30 nibble characters, whose packed binary
bootstrap is shared across S-box instances. Divisibility of the Walsh coeffi-
cients by four lets us fold the 2−7 normalization into the low/high-product
rescale, yielding a depth-optimal one-level recombination with only seven
additional bits of modulus headroom.

– Unlike previous CKKS-AES works that restrict parts of the AES circuit to
real-only packing, use costly conversions between CI-CKKS and standard
CKKS rings, or treat the imaginary lane as unavailable, our solution works
with full complex-packed ciphertexts. Each active complex slot carries one
AES block in the real lane and one in the imaginary lane, doubling the usable
lanes and the number of AES blocks that can be transciphered.

Roadmap: Section 2 discusses notation and background needed for our algo-
rithms, while Section 3 presents our Walsh-transform LUT evaluation on lazy
bits, including packed parity cleaning and plaintext-coefficient recombination.
In Section 4, we specialize the construction to the AES S-box, full-complex AES
packing, and AES-CTR transciphering, while Section 5 evaluates our algorithms
and compares with the XBOOT CPU baseline and recent GPU CKKS-AES
systems. Section 6 discusses related works on CKKS-AES transciphering and
shallow functional-bootstrapping, and Section 7 concludes the paper.

2 Background

2.1 CKKS Preliminaries

CKKS is an RLWE-based homomorphic encryption scheme for approximate
arithmetic over packed real or complex values [17]. For ring dimension N , CKKS
encrypts N/2 complex slots. To encode a slot vector, CKKS scales the values by
a factor ∆ and maps them into the polynomial ring RQ = ZQ[X]/(XN +1) with
an inverse FFT. Decryption recovers a noisy encoded polynomial and applies
the corresponding forward FFT to obtain approximate slot values. Homomor-
phic addition and multiplication act slotwise on these encrypted slots.

2.2 Binary Bootstrapping and Lazy XOR

CKKS bootstrapping refreshes a ciphertext by homomorphically moving be-
tween slot and coefficient representations, raising the modulus, and applying a
periodic modular reduction [15]. Bae et al. [10] introduce a generalized GateBoot
framework that covers cleaning a multi-input XOR represented as a lazy sum
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in one bootstrap. We use their binary bootstrapping target, which we denote
by EvalModfBinBoot

. We distinguish this from the generic CKKS EvalMod used
for approximate modular reduction: EvalModfBinBoot is the bit-cleaning EvalMod
function whose output is close to the least significant bit of an integer message.
If a homomorphic computation produces an integer u = b + 2t, then b is still
the desired bit even though u may be outside {0, 1}. The StC step in binary
bootstrapping removes the even overflow, and the EvalModfBinBoot

polynomial
performs the noise reduction needed to clean the bit. Concretely, after the stan-
dard BinBoot normalization, EvalModfBinBoot approximates the periodic parity
function

fBinBoot(z) =
1− cos(2πz)

2
.

We use the same periodic function with the interval scaling parameter K, namely
fBinBoot,K(z) = (1− cos(2πKz))/2, so the polynomial only needs to be accurate
near the scaled integer and half-integer neighborhoods used by binary bootstrap-
ping.

We exploit this observation for lazy XOR. Instead of evaluating x⊕ y with a
multiplication, we add x+y. The result may be 0, 1, or 2, but its least significant
bit is the XOR. XBOOT uses this idea to make XOR gates multiplication-free
in CKKS and relies on binary bootstrapping to recover the bit values [36]. Our
Walsh construction uses the same invariant, but it applies it directly to the
parities needed by a Boolean lookup table.

2.3 AES-CTR Transciphering

AES operates on 128-bit blocks. For AES-128, the circuit has ten rounds. Each
full round applies SubBytes, ShiftRows, MixColumns, and AddRoundKey; the
final round omits MixColumns. In CTR mode, AES encrypts public counter
blocks to produce a keystream, and the keystream is XORed with the user
ciphertext. We recall this standard AES-128-CTR flow in Appendix A. CTR
is convenient for homomorphic transciphering because the counter blocks are
public while the AES key is encrypted under FHE.

In the standard bit-sliced CKKS layout, the AES state is represented by 128
ciphertexts, one for each bit position. Slot s of every ciphertext belongs to AES
block s. The linear AES layers are XOR-linear, so in a lazy-XOR setting they
become additions and permutations. The nonlinear bottleneck is the S-box.

2.4 Walsh Representation of Boolean Functions

Let F : {0, 1}m → {0, 1}r be a Boolean vector function, and let Fj(x) be output
bit j. It is useful to work with the sign version of an output bit:

gj(x) = (−1)Fj(x) = 1− 2Fj(x).

Every Boolean sign function has a Walsh expansion [13]:

gj(x) = 2−m
∑

a∈{0,1}m

Wj [a]χa(x), χa(x) = (−1)a·x.
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Here a is a binary mask and a · x is the mod-2 inner product, i.e., the parity of
the selected input bits. Therefore

Fj(x) =
1

2
− 2−(m+1)

∑
a

Wj [a]χa(x).

The Walsh basis separates LUT evaluation into parity-sign extraction and linear
recombination. For a mask a, a lazy circuit can form

τa =
∑
i

aixi

by CKKS additions. If xi = bi + 2ei, then τa = pa + 2ta, where

pa = ⟨a, b⟩F2

is the selected mod-2 parity. Thus lazy overflow changes only the even part of τa,
not its least significant bit. The packed EvalModfBinBoot call extracts the clean
parity bit pa; applying 1− 2pa gives the Walsh sign χa.

2.5 Threat Model

We work in the standard honest-but-curious outsourced-computation setting.
The client keeps the CKKS secret key, encrypts the AES key under CKKS,
encrypts bulk data under AES-CTR, and sends the resulting ciphertexts together
with the public counter values. The server holds the public CKKS material and
evaluation keys, evaluates the AES-CTR decryption circuit homomorphically,
and may then continue with downstream CKKS computation.

The server is assumed to follow the prescribed evaluation procedure, includ-
ing bootstrapping, but it may inspect all ciphertexts, public keys, evaluation
keys, and intermediate values it sees during the computation. The security guar-
antee is that these observations reveal neither the AES key nor the underlying
plaintext blocks. CKKS provides IND-CPA security under the RLWE assump-
tion [34], making chosen-message ciphertexts computationally indistinguishable.

3 LUT Evaluation on Lazy Bits with Walsh Transform

3.1 Overview

We consider Boolean circuits in which XOR gates are evaluated lazily in CKKS.
Rather than evaluating x ⊕ y with the Boolean polynomial (x − y)2, which
requires a ciphertext multiplication and consumes multiplicative depth, we add
the ciphertexts. The sum may be an integer outside {0, 1}, but its least significant
bit is still x⊕ y. For an m-input, r-output Boolean lookup table F : {0, 1}m →
{0, 1}r, our goal is to evaluate F directly on these lazy bit ciphertexts.
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The Walsh basis turns LUT evaluation into parity extraction followed by
linear recombination, following the workflow below:

lazy bit ciphertexts → packed parity sums → BinBoot
→ Walsh signs → coefficient recombination.

The expensive cleaning step is therefore applied to the parity characters that
the LUT needs, rather than to every intermediate bit in the surrounding circuit.

3.2 Lazy Walsh Parities

Let the encrypted inputs be lazy bits xi = bi+2ei, with bi ∈ {0, 1}. For a Walsh
mask a ∈ {0, 1}m, form the parity sum

τa =

m−1∑
i=0

aixi =

(
m−1∑
i=0

aibi

)
+ 2Ea.

Let

pa =

(
m−1∑
i=0

aibi

)
mod 2 = ⟨a, b⟩F2

.

Then τa = pa+2ta for some integer ta. In other words, the CKKS additions may
accumulate arbitrary even overflow, but the least significant bit of the packed
sum is still the Walsh parity pa. No ciphertext multiplication is needed to form
this value; it is only a sum of selected input ciphertexts.

We use the same StC overflow-removal mechanism as XBOOT [36]: StC moves
the lazy parity sum into the coefficient/MSB representation used by binary boot-
strapping. The subsequent ModRaise, CtS, and binary EvalModfBinBoot polyno-
mial convert this packed representation back into clean slot bits. This cleanup is
necessary before Walsh recombination: the intermediate bootstrap representa-
tion after StC is not a usable CKKS slot value, and the Walsh LUT needs clean
parity bits or signs in slot encoding so that it can be multiplied by plaintext
coefficients.

3.3 Packed Walsh LUT Evaluation

Extracting every parity in a separate bootstrap is too expensive. We instead
pack many parity sums into slot segments before calling BinBoot. Let A be
the nonzero set of Walsh masks required by the chosen LUT representation, and
let B be the width of one packed segment. Segment Seg(a) stores the lazy parity
sum τa in slots Seg(a)B, . . . , (Seg(a) + 1)B − 1.

After the packed binary bootstrap, each segment contains a clean parity bit
pa = ⟨a, b⟩F2

. We convert it into the Walsh sign χa(b) = (−1)⟨a,b⟩F2 = 1 − 2pa.
With the constant character χ0 = 1, the Walsh coefficients Wj [a] of the sign
function 1− 2Fj ,

Wj [a] =
∑

u∈{0,1}m

(1− 2Fj(u))χa(u),
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determine output bit j:

Fj(b) =
1

2
− 2−(m+1)

∑
a∈A∪{0}

Wj [a]χa(b).

The recombination is a plaintext-coefficient linear combination once the needed
signs are available.

3.4 Reducing Cleaned Parities by Walsh Factorization

The goal of the factorization step is to reduce how many Walsh parity signs must
be cleaned by BinBoot. The direct Walsh expansion can be dense: an m-bit
LUT may require up to 2m−1 nonconstant characters. Cleaning all of these char-
acters directly would require many parity-cleaning calls or a very large packed
parity ciphertext. The core observation behind our construction is that Walsh
characters multiply across an input split: χa1∥a2

(x1∥x2) = χa1
(x1)χa2

(x2).
This lets us extract signs for smaller input groups and synthesize the full

characters with ciphertext multiplications. The tradeoff is explicit: fewer Bin-
Boot-cleaned parity signs in exchange for a small, controlled multiplication
depth during recombination.

Algorithm 1. Packed Walsh LUT evaluation on lazy bits
Input: Lazy bit ciphertexts x0, . . . , xm−1; packing width B; nonzero mask set A;
Walsh tables W
Output: WalshSigns returns signs χa; WalshLut returns output bits
y0, . . . , yr−1

1 procedure WalshSigns(X = (x0, . . . , xm−1), B,A)
2 P ← 0
3 for a ∈ A do
4 τa ←

∑m−1
i=0 aixi

5 P ← P + PackSeg(τa,Seg(a), B)
6 P ← BinBoot(P ) ▷ BinBoot [10]
7 χ0 ← 1
8 for a ∈ A do
9 χa ← 1− 2UnpackSeg(P,Seg(a), B)

10 return {χa}a∈A∪{0}
11 procedure WalshLut(X = (x0, . . . , xm−1), B,A,W )
12 {χa}a∈A∪{0} ←WalshSigns(X , B,A)
13 for j = 0, . . . , r − 1 do
14 yj ← 1/2− 2−(m+1) ∑

a∈A∪{0} Wj [a]χa

15 return y0, . . . , yr−1

In Algorithm 1, BinBoot denotes the full binary bootstrap applied to the
packed parity sums: StC, ModRaise, CtS, and the binary EvalModfBinBoot poly-
nomial. ComplexBinBoot is the same operation on a full-complex packed ci-
phertext; after CtS it separates the real and imaginary lanes and applies binary
EvalModfBinBoot

to both. PackSeg(u, s,B) is implemented by CKKS rotations and
additions: rotate the ciphertext u by sB slots so that its active B-slot range lands

7



in segment s, then add it into the packed accumulator P . UnpackSeg(P, s,B)
applies the inverse rotation by −sB to bring segment s back to the active slot
range. In the implementation, the many unpack rotations are evaluated with
hoisted key-switching [31].

Algorithm 1 describes the generic packed Walsh-cleaning primitive. The re-
usable subroutine is WalshSigns; WalshLut shows the direct recombination
form. Direct or sparse LUTs use the cleaned characters in the displayed linear
sum, while factored decompositions reuse WalshSigns and replace that final
recombination with products of smaller cleaned character groups. The correct-
ness invariant is the same in all cases: lazy CKKS additions compute parity sums
whose least significant bits are the parities defining the Walsh characters needed
by the LUT.

4 Application to AES Transciphering

We instantiate the lazy-bit Walsh LUT method for AES-CTR transciphering.
We specialize the Walsh decomposition to the lazy-bit AES S-box, evaluate the
AES circuit in a full-complex packing layout, and evaluate the linear AES layers
as lazy CKKS additions in complex form.

4.1 Nibble-Split AES Walsh S-box

Input splitting is standard in recursive LUT evaluation, including XBOOT [36];
here we leverage the multiplicative property of Walsh characters across input
splits to formulate an exact 4 + 4 decomposition for AES. Write an AES byte
as x = (xL, xH), where xL and xH are the low and high nibbles. We generate
the 15 nonconstant Walsh characters for the low nibble and the 15 nonconstant
characters for the high nibble:

Lℓ = χℓ(xL), Hh = χh(xH), ℓ, h ∈ {1, . . . , 15}.

The zero-mask characters L0 = H0 = 1 are constants and need no BinBoot
cleaning. The direct Walsh formula computes each S-box output bit as

Sj(x) =
1

2
− 2−9

15∑
ℓ=0

15∑
h=0

Wj [ℓ, h]LℓHh.

For any balanced Boolean function on m ≥ 2 inputs, all Walsh coefficients are
divisible by four. We therefore store the scaled table W̃j [ℓ, h] = Wj [ℓ, h]/4 and
evaluate the equivalent formula

Sj(x) =
1

2
− 2−7

15∑
ℓ=0

15∑
h=0

W̃j [ℓ, h]LℓHh.

This changes the final normalization from 1/512 to 1/128, without changing the
exact S-box value.
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The distinction matters for CKKS parameter selection. The Walsh recom-
bination first forms an integer numerator from the sign products and plaintext
coefficients, then normalizes it back to a bit value. A factor 2−t consumes t bits
of scale: to keep the output bit at the normal CKKS scale after the fixed-point
normalization, the ciphertext modulus at this stage must contain those t extra
bits of headroom for the scaling and rounding noise. Using the unscaled table
would require 9 extra bits for 1/512 = 2−9. Since we use W/4, the denominator
is only 1/128 = 2−7, so the Walsh recombination needs 7 extra modulus bits
instead of 9.

After BinBoot cleans the packed parity bits, WalshSigns converts them to
Walsh signs. We then evaluate the S-box by plaintext-coefficient recombination.
For one lane λ, define

Aλ
j,h =

15∑
ℓ=0

W̃j [ℓ, h]L
λ
ℓ .

Then the output bit is

bλj =
1

2
− 2−7

(
Aλ

j,0 +

15∑
h=1

Aλ
j,hH

λ
h

)
.

The low forms Aλ
j,h are only additions and plaintext multiplications. Multiplying

these forms by the nonzero high signs uses one ciphertext-ciphertext multiplica-
tion layer. The terms with h = 0, and in particular the constant and low-only
parts, are added without multiplication. The construction computes the four bit
pairs (b0, b4), . . . , (b3, b7) as complex pairs and then writes the eight bits back
into the AES bit layout.

4.2 Full-Complex Packing and Masking

The default AES layout keeps two AES block batches in each CKKS complex
slot. Let A be the number of active complex slots supplied by the input and let
B be the Walsh packing width, with A ≤ B. In the full-width parameter sets of
Section 5, A = B. For 0 ≤ s < A, bit ciphertext xi has the form

xi[s] = x
(0)
i [s] + i x

(1)
i [s],

where the real lane carries logical AES block s, and the imaginary lane carries
logical AES block A+ s. Thus A active complex slots represent 2A logical AES
blocks. Slots A, . . . , B − 1 are initially zero padding inside the Walsh packing
window; during evaluation they are treated as ignored padding and may contain
garbage. Slots s ≥ B are inactive and are masked away.

Before every Walsh SubBytes call, we apply an active-slot mask

MB [s] =

{
1, 0 ≤ s < B,

0, otherwise.
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Multiplying each AES state ciphertext by this plaintext mask removes stale
values outside the Walsh packing window. The mask is required because padding
and inactive slots may contain garbage, and the packing step uses rotations
and additions. Without the mask, inactive slots could rotate into packed parity
segments and pollute the values sent to BinBoot.

For one byte and the nibble-split Walsh decomposition, the AES S-box uses
30 packed segments:

1, . . . , 15︸ ︷︷ ︸
low masks

, 1, . . . , 15︸ ︷︷ ︸
high masks

,

each segment having width B complex slots. The packed ciphertext therefore
occupies only 30B complex slots, but each slot contains both the real and imag-
inary AES lanes. With ring dimension N = 215, CKKS has 16384 complex
slots, or 32768 effective real/imag lanes. The AESWalsh15 parameter set uses
A = B = 512 and represents 1024 logical AES blocks. We reserve 32 segments,
leaving two spare segments for regular packing.

Conceptually, packing places segment m into slots mB, . . . , (m+1)B−1. For
a low mask ℓ, this segment contains

∑3
i=0 ℓixi; for a high mask h, it contains∑3

i=0 hixi+4. These are lazy XOR sums, so they may be larger than one, but their
least significant bits are the desired parities. After the single ComplexBinBoot
call, unpacking rotates each segment back to the active slot range and converts
the cleaned bit b into the Walsh sign 1 − 2b. A direct Walsh S-box would use
the same principle with the full 8-bit mask set, namely 255 nonconstant parity
segments plus the constant zero-mask character. The nibble-split Walsh decom-
position is what reduces the packed cleanup from that full set to 30 nonconstant
low/high-nibble parities. With packing width B, one ComplexBinBoot call
cleans 30B parity values per temporary lane in the nibble-split construction,
and the complex packing carries two such lanes through the same linear StC/CtS
work.

Algorithm 2. Packed Walsh S-box for one AES byte
Input: Masked lazy bit ciphertexts x0, . . . , x7; packing width B; scaled tables W̃
Output: Output bits y0, . . . , y7 in the same layout

1 procedure RecombineSigns(L,H, W̃ )
2 for p = 0, . . . , 3 do
3 Aρ

p,h ←
∑15

ℓ=0 W̃p+4ρ[ℓ, h]Lℓ, for ρ ∈ {0, 1}, h = 0, . . . , 15

4 Rρ
p ← Aρ

p,0 +
∑15

h=1 A
ρ
p,hHh, for ρ ∈ {0, 1}

5 op ← (1/2− 2−7R0
p) + i(1/2− 2−7R1

p)
6 return o0, . . . , o3
7 procedure WalshSbox(x0, . . . , x7, B, W̃ )
8 {Lλ, Hλ}λ=0,1 ←WalshSigns((x0, . . . , x7), B,ALH) ▷ Alg. 1
9 Oλ ← RecombineSigns(Lλ, Hλ, W̃ ), for λ ∈ {0, 1}

10 return MergeRI(O0, O1)

Algorithm 2 presents the complete AES S-box dataflow for one byte in
the complex-block layout. We use LowSeg(m) = m − 1 and HighSeg(m) =
15 + m − 1 for m = 1, . . . , 15. Let aLm = (m0, . . . ,m3, 0, . . . , 0) and aHm =
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(0, . . . , 0,m0, . . . ,m3), and let ALH = {aLm, aHm : m = 1, . . . , 15}, with Seg(aLm) =
LowSeg(m) and Seg(aHm) = HighSeg(m). The call to WalshSigns is Algorithm 1
specialized to these 30 low/high nibble masks: it builds one packed parity cipher-
text, runs the shared binary bootstrap, and returns cleaned sign arrays for the
real and imaginary AES-block lanes. We write Lλ

m = χλ
aL
m

and Hλ
m = χλ

aH
m

for
λ ∈ {0, 1}, with Lλ

0 = Hλ
0 = 1. Here λ indexes the real/imaginary AES-block

lane, while ρ in RecombineSigns indexes the two output bit halves. Thus op
stores bit p in its real component and bit p + 4 in its imaginary component.
Finally, MergeRI splits the four paired outputs from each lane and reassembles
them into eight full-complex AES bit ciphertexts in the original layout.

4.3 AES-CTR Transciphering Schedule

We apply the Walsh S-box construction to AES-CTR transciphering with en-
crypted expanded AES round-key bits and public counter blocks. Round-key bits
are encrypted in the same layout, with the same key bit placed in both real and
imaginary lanes. For a batch with A active complex slots, encoding(·, A,B)
is the usual CKKS encoding into the full-complex bit-sliced layout: the first A
blocks occupy real lanes, the next A blocks occupy imaginary lanes, and slots
A, . . . , B − 1 are zero padding. The initial state is the encrypted round key
XORed with the public counter, where XOR is implemented as addition.

Algorithm 3. AES-CTR transciphering with Walsh S-boxes
Input: K0, . . . ,K10: encrypted expanded AES round-key bits
Input: C: public counter blocks, with active slots A, packing width B, and A ≤ B
Input: Y : AES-CTR ciphertext blocks
Output: 128 clean bit ciphertexts; valid plaintext blocks occupy real/imag slots
0, . . . , A− 1

1 procedure WalshAesCtr(K0, . . . ,K10, C, Y,A,B)
2 Ĉ ← encoding(C,A,B)

3 Ŷ ← encoding(Y,A,B)

4 S ← Ĉ +K0 ▷ lazy AddRoundKey
5 for r = 1, . . . , 9 do
6 S ←MaskInactiveSlots(S,B)
7 S ←WalshSubBytes(S,B) ▷ Alg. 2
8 S ← ShiftRows(S)
9 S ←MixColumnsLazy(S)

10 S ← S +Kr ▷ lazy AddRoundKey
11 S ←MaskInactiveSlots(S,B)
12 S ←WalshSubBytes(S,B)
13 S ← ShiftRows(S)
14 S ← S +K10 ▷ final round has no MixColumns
15 T ← S + Ŷ ▷ AES-CTR output XOR
16 T ← FinalBinaryRefresh(T,A)
17 return T

WalshSubBytes(S,B) applies Algorithm 2 independently to each of the 16
AES bytes. MixColumnsLazy(S) is the XBOOT-style lazy MixColumns layer:
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AES XORs and the fixed multiplications by {02} and {03} are XOR-linear bit
maps, so they remain lazy additions and bit permutations in the full-complex
packing (see XBOOT [36] for details). FinalBinaryRefresh(T,A) removes
the even overflow left by the final AES-CTR XOR by packing the 128 lazy
bit ciphertexts into complex BinBoot calls. The general procedure is shown in
Algorithm 5 in Appendix B.

Algorithm 3 presents the complete procedure. The returned 128 ciphertexts
contain plaintext block s in real slot s and plaintext block A + s in imaginary
slot s, for 0 ≤ s < A; all other slots are padding or masked.

5 Experimental Evaluation

In this section we compare the proposed AES-CTR Walsh algorithm with cur-
rent CPU and GPU baselines. We develop both the XBOOT-style baseline and
our Walsh AES algorithm in a custom C++ implementation of CKKS. To show
that the baseline is competitive with Lattigo [39], a state-of-the-art library im-
plementation, Appendix C reports measured latency results against the Lattigo
XBOOT implementation. We conduct all experiments on an Ubuntu workstation
equipped with an AMD Ryzen Threadripper 7970X CPU with 32 physical cores,
64 hardware threads, and 160 GB of RAM. All reported CPU measurements use
64 software threads.1

5.1 Parameter Sets

Table 1 lists the CKKS parameters used for the comparison. The Walsh pa-
rameters reserve one multiplication level for active-slot masking and one for
the low/high character-product recombination. The XBOOT parameters use the
depth-three AES LUT round circuit from the XBOOT-style baseline. The AESX-
Boot15 row follows the AES-param14 setting from XBOOT [36]. AESXBoot14 is
our secure N = 214 variant with log(PQ) = 420. For AESWalsh15, the underly-
ing ring has 16384 complex CKKS slots, and using both real and imaginary lanes
gives an effective full-complex lane capacity of 32768. The block count in Table 1
uses both real and imaginary lanes for AESWalsh15. For XBOOT, the number of
AES blocks equals the CKKS complex slot count N/2. The Q-chain columns list
the base limb q0, followed by the multiplication, StC, EvalModfBinBoot , and CtS

limbs separately. The columns ĥ and h report the dense CKKS secret Hamming
weight and the sparse bootstrapping-secret Hamming weight, respectively.

The Walsh packed segment count is 32, with at least 30 required nonzero
low/high nibble sign segments; this yields 1024 AES blocks for AESWalsh15
when both real and imaginary lanes are active. The Walsh StC schedule uses
plaintext-scale logs 18, 20, 23, grouped into one 61-bit modulus limb; the XBOOT
schedule uses two 36-bit StC limbs.

1Our code is available as open-source software on GitHub: https://github.com/
TrustworthyComputing/aes-walsh-ckks.
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Table 1. Parameter sets and effective packing used in the comparison. All rows use
binary-bootstrap failure target 2−16.

Parameter logN ĥ h blocks mult. depth q0 mult. StC EvalModfBinBoot
CtS logP

AESWalsh15 15 256 32 1024 2 36 42×2 61 38×7 50×2 61×4
AESXBoot15 15 256 32 16384 3 38 37×3 36×2 38×7 38×4 38×5
AESXBoot14 14 256 16 8192 3 31 30×3 27 31×6 27×2 32

Table 2. CPU comparison with the AESXBoot baselines. The star in XBOOT* denotes
sparse bootstrapping.

Method Param. Blocks Time (s) Rel. Time Error (max/avg) Rot.

XBOOT AESXBoot15 16384 210.939 – 1.73×10−5/1.36×10−7 84
XBOOT* AESXBoot15 1024 176.838 3.25× 1.35×10−5/1.34×10−7 43
XBOOT AESXBoot14 8192 140.653 – 4.76×10−4/1.67×10−5 207
XBOOT* AESXBoot14 1024 79.266 1.46× 4.14×10−4/1.66×10−5 90
Walsh AESWalsh15 1024 54.378 1.00× 1.41×10−5/2.75×10−7 65

5.2 Security Considerations

All parameter sets target 128-bit RLWE security [34]. The CKKS ciphertexts
and evaluation keys use a dense fixed-Hamming-weight ternary secret with ĥ =
256. The sparse bootstrapping secret has h = 32 at N = 215 and h = 16 for
AESXBoot14 at N = 214.

Summing the active Q-chain columns yields (logQ, log(PQ)) = (547, 791)
for AESWalsh15, (639, 829) for AESXBoot15, and (388, 420) for AESXBoot14.
We estimated security with the lattice estimator [2], using the secrets in Ta-
ble 1.2 All three parameter sets satisfy the 128-bit target. The N = 215 totals
are below the 853-bit fixed-weight bound, while AESXBoot14’s 420-bit total is
below the corresponding 422-bit bound at N = 214. For all parameters, the 2−16

failure target applies to each EvalModfBinBoot
invocation. Our Walsh AES-CTR

evaluation uses 160 S-box bootstraps and four final-output refreshes, giving a
union-bound failure probability of at most 164 · 2−16 ≈ 0.25% per run.

5.3 Comparison with XBOOT

We compare our Walsh schedule against the XBOOT-style CKKS-AES baseline.
In each full AES round, our construction uses 16 complex bootstraps, one for
each AES byte, while XBOOT uses 64 complex bootstraps to refresh the full bit
state after the linear layer. The remaining difference is the LUT evaluation itself:
XBOOT evaluates the AES S-box as a depth-three LUT after refresh, while our
method uses the bootstrap outputs as packed Walsh parity signs and recombines
them with one extra post-EvalModfBinBoot

multiplication layer.

2We utilize the public lattice-estimator code at https://github.com/malb/
lattice-estimator/commit/3e48ef421ec256afddb3e7d2249a77eab6e9ba12.
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The Walsh row in Table 2 counts both full-complex lanes: AESWalsh15
evaluates 1024 AES blocks when both lanes are active. The Walsh row incurs
one packed parity refresh for the 30 low/high-nibble Walsh signs of each AES
byte, followed by exact nibble-split Walsh decomposition recombination. The
XBOOT rows incur the standard LUT S-box evaluation together with the sep-
arate round-end XBOOT refresh that cleans the lazy AES state. Noise growth
from the packed lazy parity sums is reset at every S-box because the Mod1 step
in EvalModfBinBoot

maps each noisy sum to a refreshed binary value.
Sparse bootstrapping reduces the AESXBoot15 runtime from 210.939 s to

176.838 s (1.19×) and the AESXBoot14 runtime from 140.653 s to 79.266 s
(1.77×). At the matched 1024-block batch size, Walsh takes 54.378 s, giving
3.25× and 1.46× speedups over sparse AESXBoot15 and AESXBoot14, respec-
tively. The gain comes primarily from reducing the round-refresh count from 64
to 16.

At N = 215, AESWalsh15 is capped at 1024 blocks, while fully packed AES-
XBoot15 processes 16384 blocks and requires 12.9 ms/block versus 53.1 ms/block
for Walsh, giving about 4.1× higher throughput. Fully packed AESXBoot14
requires 17.2 ms/block. Thus Walsh targets lower absolute latency at moder-
ate batch sizes, while fully packed XBOOT remains preferable for maximum
throughput.

5.4 Comparison with GPU CKKS-AES Works

The second experiment compares against the two recent GPU accelerated CKKS-
AES works. The work from [9] focuses on amortized throughput through CI-
CKKS conversion, batch-bit bootstrapping (BB-BTS) [11], and lazy SubBytes
evaluation. The work from [33] shows that CKKS can also be competitive for
low-latency AES: its Latency1 design uses redundant bit packing and Lagrange-
basis polynomial interpolation for SubBytes, while its GF(16) design targets
throughput. A hardware-normalized latency comparison between CPU and GPU
implementations is not meaningful without matching backends. However, the
multiplicative-depth comparison in Table 3 shows the algorithmic advantage of
the Walsh approach: AESWalsh15 uses depth 2 at N = 215; the GPU rows use
greater multiplicative depth, while Bae et al. [9] and the GF(16) variant of Kim
et al. [33] also use larger rings. This indicates that the Walsh schedule is flexible
and scalable.

Table 3 compares CKKS-AES schedules with the latency-oriented TFHE
baseline Maverick; the timings are included for context because the implemen-
tations use different execution models and hardware. The CKKS GPU rows
benefit from mature state-of-the-art HEaaN-family GPU backends: Bae et al.
use HEaaN [21], while Kim et al. use HEaaN2 [22]. We therefore use latency
as context and focus the comparison on the AES schedule and inter-bootstrap
depth. The two CKKS GPU works also use orthogonal implementation and
CKKS-backend optimizations. Bae et al. [9] use lazy relinearization/rescaling for
the SubBytes computation. The newer Kim et al. work [33] further improves effi-
ciency by using Grafting [14] and PC-MM-based fused linear maps with shared-a
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Table 3. Contextual comparison of AES transciphering at each implementation’s na-
tive batch size. Our row uses AESWalsh15, the Bae et al. [9] row uses their Param A
setting, and the Kim et al. [33] rows use their Latency1 and GF(16) settings. The depth
column reports multiplicative depth between consecutive bootstrap operations.

Method Blocks Ring N Hardware
Inter-bootstrap

mult. depth Time

Ours 1024 215 CPU 2 54.378 s
Maverick [42] 1 – RTX 4090 – 0.290 s
Bae et al. [9] 1024 216 RTX 4090 17 3.20 s
Kim et al. (Latency1) [33] 1 215 RTX 4090 3 0.031 s
Kim et al. (GF(16)) [33] 512 216 RTX 4090 5 0.074 s

batching [8], which help explain its much lower latency by accelerating repeated
StC and CtS-type linear transforms. These techniques optimize the execution of
CKKS operations around the circuit, while the Walsh construction changes the
LUT representation itself and reduces the inter-bootstrap S-box depth. They are
orthogonal to the Walsh S-box method and can in principle be layered with it
to further improve execution time.

6 Related Works

Early CKKS-AES Transciphering and CKKS LUTs. Homomorphic evaluation
of AES was introduced by Gentry, Halevi, and Smart [30]. The work from [1] pre-
sented the first practical SIMD AES transciphering system using CKKS. Their
bit-sliced AES-CTR/GCM keeps one AES bit position per ciphertext, so an
AES state uses 128 ciphertexts and no rotations, and delayed BLEACH-style
cleanup [24] is applied once per AES round. Chung, Kim, Kim, and Lee [20]
follow a different AES transciphering approach: they evaluate large LUTs by
rewriting them as multivariate polynomials and amortizing the resulting com-
putation. This is general, but for AES it still incurs S-box cost through poly-
nomial evaluation, so the multiplicative depth, modulus budget, and latency
remain high. Newer functional-bootstrapping LUT methods are faster and more
flexible [3,4,11,25], but they keep the same pressure point for AES: high multi-
plicative depth, high latency, and large parameters, often requiring ring dimen-
sion logN = 16. Our work keeps the practical CKKS-SIMD setting, but uses
lazy XOR parities: the S-box table appears only as plaintext Walsh coefficients,
while the encrypted work is parity generation, one packed EvalModfBinBoot , and
fixed-depth recombination.

XBOOT. XBOOT [36] is a leading CKKS-AES follow-up to E2E [1] and the
amortized polynomial-LUT route of Chung et al. [20]. It observes that CKKS
XOR gates can be replaced by additions when only the least significant bit is
needed, and that binary bootstrapping can remove the lazy overflow. For AES-
CKKS transciphering, XBOOT evaluates the S-box in the product (monomial)
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basis, forming the encrypted monomials in depth three and recombining them
with plaintext integer coefficients. Its strength is a clean free-XOR abstraction
and a strong full-batch throughput result. Its limitation for our target is that the
refresh remains a separate round-level operation and the S-box remains a depth-
three LUT, with the implementation optimized for full-slot transciphering. Our
design retains XBOOT’s lazy-XOR invariant and plaintext-coefficient recombi-
nation, but changes the LUT basis from monomials to Walsh characters, whose
parity sums require only additions before one shared packed EvalModfBinBoot

. We
therefore place the binary refresh differently, which better matches low-latency
moderate batches.

High-throughput AES Transciphering Using CKKS. Bae, Cheon, Kang, and
Kim [9] optimize CKKS-AES for high-throughput GPU evaluation. They con-
vert between standard CKKS and CI-CKKS [32], combine this with real-context
packing, batch-bit bootstrapping (BB-BTS) [11], and lazy relinearization/re-
scaling for SubBytes, reaching sub-millisecond amortized time per block at large
batch sizes. The cost is that the LUT computation does not inherit lazy-XOR
additions: those operations still contribute to multiplicative depth, leading to
larger parameters, with ring dimension 216 in their main throughput setting.
The design also pays for conversions between standard CKKS and CI-CKKS.
Our approach avoids both bottlenecks: Walsh parities are formed by CKKS ad-
ditions from the lazy AES state, cleaned together by one packed EvalModfBinBoot ,
and recombined with nibble-split Walsh decomposition using one extra multipli-
cation layer, while the state remains in standard full-complex CKKS throughout.
Their GPU, packing, and lazy relinearization/rescaling techniques are orthogonal
backend improvements, while our contribution changes the S-box/LUT schedule.

Character Block Encodings. Concurrent work by Dumezy et al. [26] introduces
character block encodings for discrete CKKS, including a Walsh–Hadamard en-
coding that stores the nonconstant characters of Fk

2 across CKKS slots. In their
representation, which assumes clean discrete inputs, XOR is realized by cipher-
text multiplication, consuming one multiplicative level (i.e., log2 ∆ bits of mod-
ulus), while a unary LUT is evaluated by a block linear transform that consumes
another multiplicative level. Accordingly, their tensor-product construction eval-
uates a bivariate LUT in two levels in the split layout and three levels in the
packed layout. Our architecture applies a Walsh–Hadamard decomposition to a
fundamentally different regime: XBOOT-style lazy bits. Rather than using ci-
phertext multiplications to evaluate XOR on clean character encodings, we form
the required parity sums using level-free CKKS additions and extract their char-
acters on demand through packed binary bootstrapping. For the AES S-box, we
then use one multiplication level to form the necessary low/high character prod-
ucts. By exploiting the divisibility of the integer Walsh coefficients by four, we
fold the 2−7 normalization into the rescale following these products. The final
Walsh recombination therefore consumes no additional multiplicative level and
requires only seven bits of additional modulus headroom, instead of a separate
block-linear-transform level.
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Latency-Aware CKKS-AES. The very recent work of Kim et al. [33] represents
AES data in a GF(16) encoding and uses this representation to evaluate the
S-box more efficiently, reducing the cost of the LUT computation and improv-
ing the latency/throughput tradeoff. A key distinction is that the GF(16) con-
struction is AES-specific: it exploits the finite-field structure of the AES S-box,
whereas the Walsh method evaluates general Boolean LUTs on lazy bits. The
finite-field encoding can also cause CKKS slot values to grow during lazy arith-
metic, creating numerical-stability constraints that require carefully chosen em-
beddings and signed lifts. They also use Grafting-optimized parameters [14] and
PC-MM-based fused linear maps [8] to accelerate the surrounding CKKS boot-
strapping and linear-transform work. These optimizations are orthogonal to our
Walsh S-box schedule and can in principle be combined with it.

SWIFT. A very recent line of work, represented by SWIFT [16], has a simi-
lar goal of separating LUT size from online multiplicative depth. SWIFT ex-
ploits the exponential map produced by CKKS functional bootstrapping: for
h(x) = e2πix, one has h(ℓx) = h(x)ℓ. By packing the multiples ℓx in SIMD
slots before ExpBTS, SWIFT obtains the powers needed for a trigonometric
LUT polynomial directly from bootstrapping, then combines them through ten-
sor reconstruction and PCMV. This is similar at a high level to our use of
packing to avoid degree-dependent LUT evaluation, but it targets clean discrete
CKKS inputs. After a lazy XOR, higher bits may contain overflow rather than
zeros, while SWIFT requires combining cleaned bits into an integer before boot-
strapping. This representation therefore does not directly apply to lazy XOR
bits with overflow. SWIFT also has a fixed-depth reconstruction idea, but its
coefficient-combination stage uses PCMV and inner products whose plaintext
and ciphertext multiplications consume levels. Our construction instead forms
Walsh parities by CKKS additions on lazy bits and cleans those parity signs
with one packed EvalModfBinBoot

. The Walsh table appears only as integer plain-
text coefficients, so the plaintext recombination itself consumes no level; in the
nibble-split AES case, only the low/high sign products add the fixed ciphertext
multiplication layer. This makes our LUT evaluation method specialized to lazy
bits in arbitrary circuits.

7 Concluding Remarks

We presented a Walsh-basis method for evaluating LUTs on lazy CKKS bits and
applied it to AES-CTR transciphering. The central idea is to move the binary
refresh into the LUT evaluation itself: after the lazy parity sums are formed,
EvalModfBinBoot

cleans the packed Walsh signs, and a fixed-depth recombina-
tion recovers the S-box output. For AES, the nibble-split Walsh decomposition
extracts only 30 nonconstant low/high-nibble signs per byte and uses one addi-
tional multiplication layer for exact recombination.

In our experiments, AESWalsh15 transciphers 1024 AES blocks in 54.378 s,
which is 3.25× faster than sparse AESXBoot15 and 1.46× faster than sparse
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AESXBoot14 at the same 1024-block batch size. Future work can combine the
depth-2 Walsh schedule with orthogonal CKKS backend and algorithmic tech-
niques, such as Grafting [14], PC-MM-based fused linear transforms [8], lazy
relinearization and rescaling, and GPU acceleration.
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Algorithm 4. Standard AES-128-CTR transciphering
Input: AES-128 key K; initial counter block C0; input stream blocks Y0, . . . , Yℓ−1

Output: Output blocks P0, . . . , Pℓ−1

1 procedure AES128Ctr(K,C0, Y0, . . . , Yℓ−1)
2 (K0, . . . ,K10)← KeyExpand128(K)
3 for i = 0, . . . , ℓ− 1 do
4 Ci ← IncrementCounter(C0, i)
5 S ← Ci ⊕K0

6 for r = 1, . . . , 9 do
7 S ← SubBytes(S)
8 S ← ShiftRows(S)
9 S ←MixColumns(S)

10 S ← S ⊕Kr

11 S ← SubBytes(S)
12 S ← ShiftRows(S)
13 S ← S ⊕K10

14 Pi ← Yi ⊕ S
15 return P0, . . . , Pℓ−1

B Final Binary Refresh Packing

Algorithm 5 gives the generalized final cleanup used after the AES-CTR output
XOR. The 128 partially packed lazy bit ciphertexts are packed into complex ci-
phertexts, refreshed with ComplexBinBoot, and unpacked back to 128 clean
output bit ciphertexts. Each refresh packs up to w bit positions; the last packed
ciphertext may be only partially filled unless w divides 128. Here ComplexBin-
Boot cleans the real and imaginary lanes of one packed ciphertext and returns
the two cleaned lanes.

Algorithm 5. Final binary refresh packing
Input: Lazy output bit ciphertexts T0, . . . , T127; active complex slots A; total
complex slots n
Output: Clean output bit ciphertexts P0, . . . , P127

1 procedure FinalBinaryRefresh(T,A)
2 w ← ⌊n/A⌋ ▷ bit positions packed per refresh
3 T ←MaskInactiveSlots(T,A)
4 for j = 0, . . . , ⌈128/w⌉ − 1 do
5 U ← 0
6 for ℓ = 0, . . . , w − 1 such that jw + ℓ < 128 do
7 U ← U +Rot(Tjw+ℓ, ℓA)
8 (R0, R1)← ComplexBinBoot(U)
9 R← R0 + iR1

10 for ℓ = 0, . . . , w − 1 such that jw + ℓ < 128 do
11 Pjw+ℓ ← Rot(R,−ℓA)
12 P ←MaskInactiveSlots(P,A)
13 return P0, . . . , P127
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C Lattigo XBOOT Latency Comparison

Table 4 records AES-CTR latency and maximum output error for our cus-
tom scalar C++ CKKS implementation and Lattigo XBOOT [39] using AES-
param14 and AES-param13.3

AES-param13 here is the exact public XBOOT parameter set and is used
only for the implementation cross-check; it differs from the secure AESXBoot14
baseline in Tables 1 and 2. At N = 214, AES-param13 has logQ = 401, logP =
32, and hence log(PQ) = 433, exceeding our 422-bit fixed-weight security bound.
AESXBoot14 reduces each of its 13 Q-chain primes by one bit, giving log(PQ) =
420, and is the parameter set used for our main comparison.

Table 4. AES-CTR latency and error comparison with Lattigo XBOOT.

Implementation Parameter Latency Max error

Ours AES-param14 210.939 s 1.73×10−5

Lattigo AES-param14 221.319 s 1.40×10−5

Ours AES-param13 142.283 s 2.65×10−4

Lattigo AES-param13 149.000 s 5.41×10−3

3We evaluated the AESParam14 AES-CTR benchmark from the public XBOOT
GitHub repository [6], using examples/transcipher/main.go with –mode=benchmark.

22


	Walsh LUT Evaluation on Lazy Bits for CKKS AES Transciphering

